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Introduction

While it is difficult to place an exact statistio the number of people in the world that
suffer from visual impairment, the actual numbetastainly in the tens of millions. In
the United States alone, it is estimated that eigdrt million people suffer from a
function limitation in seeing. An additional onelloin are legally blind, but retain some
degree of “useful vision.” (NCHS 1995)

Given such a large population, it is unsurprisimat imuch work has been done on
accommodating the visually impaired. In print, sosuecess has been had with two
particular methods: magnification and increasedrash Magnification simply means
increasing the size of the subject matter unifl lrecognizable by the viewer, as in large
print books. Contrast adjustment generally involmeseasing the contrast of the subject
matter, particularly illustrations, until the impant details are recognizable to someone
with low vision.

In the case of video images, these two approdunes serious shortcomings.
Unlike print media, which is scalable (bigger lestesimply mean fewer words per page,
or a larger book), most video media exploits thiremrea of the viewing device, with
the result that magnification necessitates croppirgpme kind. Contrast amplification,
on the other hand, also leads to a loss of infdonagas details are often obscured by the
sharpening process.

This project describes the development of a diffeapproach, feature-based
edge enhancement overlay. First, the algorithnif ilsélescribed, and compared to
similar systems. Then, the unique requirementsdgosdisplay are addressed: particular

attention is paid to computational complexity, baitih considerations, and the



idiosyncrasies of traditional television (interldge&evices. Finally, limited consideration
is given to aspects of video that are beyond thpesof this project, such as compression

artifacts and motion compensation.

Feature-based Edge Detection

The algorithm described in this paper belongsfamaly of image processing systems
known as “feature-based edge detectors.” Suchitigms detect visually relevant
luminance features in images. There are technitalytypes of such featuresdgesand
bars An edge is a sharp luminance transition (for examfrom light to dark) in a
particular area, while a bar (or cusp) is an arkarestwo fairly uniform luminance
regions are separated by an area of differing lange.

Vision scientists also refer to tpelarity of features. Polarity indicates whether a
transition is from light to dark, or vice versaeddly, a feature detection algorithm will
detect both edges and bars in an image, and deketheir polarity, without detecting
edges at locations where none exist.

Interestingly, there is no evidence that the humianal system actually performs
the task of edge detection. However, the basic adé@acing the important features in an
image, or of creating a “line drawing” of a subjecintuitive, and immediately
recognizable. This intuitive nature of featureedibn, combined with its usefulness in
the field of machine vision, has motivated the demament of many such algorithms.

Probably the best-known method for feature-basee eeétection is the zero-
crossing method developed by Marr and HildrethdBQL In this approach, the image is

bandpass-filtered using the equation



E(xy) = APG(x,y) * I (xy) 1)

Wherel is the original imageG is a two-dimensional Gaussian, affdis the Laplacian.
E is calculated in this way at various scales; ieast two zero-crossings from
independent channels of adjacent sizes coincidedga is detected. The found edges
must be further analyzed to determine if they re@né an edge or bar, and of what
polarity.

A typical result of the Marr and Hildreth approamn be seen in Fig. 1 (next page).
While this approach certainly detects many of tbg features of an image, it has several
problems. At a low signal-to-noise ratio, there léeely to be extra zero-crossings, while
at higher ratios, the position of the zero-crossimgl be sensitive to noise in the image.
These two factors lead to spurious edges in maag@s. Even when images are correct,
the results are not very similar to edges drawnligervers, and have a rounded

appearance to them.



Original Detection

Figure 1. Typical results from Marr and Hildreth (1980).t"d-alse and improper edges.

There are many other approaches to feature detetiut a complete review of them
is well beyond the scope of this paper. The Mad ldilbreth was selected for
comparison because of its popularity, and its sinty to the algorithm developed in this

project.

The Visual Features Detection Algorithm

Basic detection algorithm

When a human views an image, the visual systemagi@processing is carried out on
multiple scales. As the signal produced by thmageaves the ganglion cells, the image
is represented by isotropic bandpassed filteresimes at those different scales (Rodieck

1965). The feature detection algorithm presented fudlows that structure closely.



The basic feature detection algorithm is illustdate Fig. 2:

Figure 2. Basic feature-detection algorithm. Original imagé&anslated to frequency
domain, then filtered into channels. Channels ramstated back into space domain,
binarized, and tested for congruency. The reswatnsap of the features.
First, the image to enhance is translated to #guigncy domain. Then it is divided into
distinct energy channels by a series of filters llandpass filters. The filters are one
octave wide in the frequency domain, and their@efméequencies are separated by one
octave. The specific filters used in this projeer&log-cosine filters (Peli 1990) in the

frequency domainfy, f;). The filter used to generate tffechannel can be given by the

eguation

Fi = %[1 + cos(dogar — )], (2)

Wherer is the radial spatial frequency= 4/ fx2 + fyr . These filters are convenient

because they have equal bandwidth and are symaleina log frequency axis, and
they can be used to reconstitute the original intageimple adding them together.

However, as will be demonstrated later, the exatine of the filters is not important.



In the next step of the algorithm, the channedscanverted back to the space
domain, and binarized, that is, each positive pixskt to “on” (white) and each negative
pixel is set to “off” (black). The result is a sesiof channels, each corresponding to the
polarized representation of a specific energy bdfid. 3 shows a typical image, and the

channels corresponding to various scales.

Original Image 8 cycles/image

16 cycles/image 32 cycles/image

Figure 3. Polarized channels at different scales. Whitelpirepresent locations in the
frequency domain that are positive; Black pixelgresent those that are negative.



Finally, to determine the location of a featureshepixel’s value is examined in every
channel. If a pixel is “on” (white) at every scalleen that location is set to white in the
final image; if the pixel is “off” in every channehe location is set to black. If the pixel
fluctuates between channels, the location is sgtdg.

The features image shown in Fig. 4 representfiriakresult on a given 256 x
256 pixel image with five channels. Note that thgpathm represents polarity through
means of a double line; each feature is drawn bldbk line on the dark side of the

feature, and a white line on the bright side.

Original Image Detected Features
Figure 4. Results of the basic algorithm on a typical 2588 image, with five channels.
Black and white lines represent features.
Because the final step of the algorithm is an esiohary process (ie, the greater
the number of bands that are considered, theiledg that a given pixel will remain
consistent across every scale), the degree ofl databe adjusted by considering more or

fewer channels. An example enhancement, with a aosgn of five filters versus four,



can be found in Figure 5. As expected, the usaefless channel results in more

features being detected, but with a simultaneotr®ase in noise.

Five Channels Four Channels

Figure 5. Comparison of five channels versus four. By redg¢he number of channels,
more features are introduced, but more noise Gs@issent.

Contrast threshold consideration
The edge detection of the basic algorithm givefas@s good, but noisy. Some of this
noise develops from the polarization techniqueixelghat is consistently—though
barely—positive, for example, is given as much Wwems a pixel that is much greater
than zero at all scales. The result is that edggsarre below human sensitivity are
enhanced, leading to a noisy image. This noisebeareduced without much added
complexity through the introduction of a threshalglfunction.

In order to compensate for human sensitivity, heewvewe first have to define it
in empirical terms. This is accomplished by es#dtitig acontrast sensitivity function
(CSF). To determine a typical CSF, spatial filtgraharacteristics of the visual system

are studied by measuring subjects’ visual sengjttai sine wave grating patterns



composed of sequential sinusoidal bars. Two pamensef the gratings are varied—the
contrast of the pattern and the frequency. Themum contrast required for detection
for a range of frequencies specifies the spaligiring characteristics of the visual
system. When the recprocal of this characterisgngitivity) is plotted against spatial

frequentcy, the result is the CSF (Peli, Arend 4983). The CSF of a typical normal-

vision subject is given in Fig. 6.

Sensitivity

Spatial Freq. (cpd)

Figure 6. Contrast-sensitivity function of a typical subjethe inverse
of these values are used as the polarity thresdtoldrious scales (in

cycles/degree).
By setting an image’s size in visual degrees, afend a spatial frequency for
each of our filters in cycles per degree (cpd)ngsiur empirical contrast-sensitivity
function, it is possible to determine a threshaldstant for each frequency. Pixels whose

magnitudes fall below threshold are set to gratphamathan black or white. In this way,



Minimal edges are removed from the enhancemenexample of the results of this

threshold method are given in Fig. 7.

16 cpd Channel 16 cpd Channel
(with threshold)

Detected Features Detected Features
(with threshold)

Figure 7. Results of the threshold procedure on an individhannel, and on results.

Threshold function removes polarized pixels fromaratels, resulting in less noise.
More complex thresholding functions are possibfesourse. For example, an

edge that is sub-threshold at a single spatialfaqy, but definitive at all other

frequencies might be considered important, paditylf the inconsistent channel is a



low spatial frequency. Similarly, a more lenienaétion could be applied, which simply
reduces the contrast of edges that fall near @vwbebntrast sensitivity, rather than
eliminating them entirely. The alternatives introdisignificant computation and

memory requirements, however, without producingceatbly better results.

Video Considerations

The feature detection algorithm described in tree@ding chapter is successful, but so
far has not been applied as an enhancement. Tihnérete edge detector to edge
enhancer is an easy one however; the gray pixeleinesult are removed, and the

remaining lines are laid over the original imagetypical result is shown in Fig. 8.

Original Image Enhanced Image

Figure 8. Using the features as an enhancement. The blatcihaite lines from the
detection are overlaid on the original, emphasithefeatures.




In the case of a video signal, each frame is erdgthircthis way, as if it were a single
image. There are two approaches possible with dfe@hancementeal-time

enhancement araffline enhancement. Both will be considered here.

Real-Time Enhancement

“Real-time” refers to situations in which the enbament is generated as the signal is
received. One can imagine a head-mounted disglagxample, in which a small camera
captures the environment of a subject, which ia #r@hanced before being transmitted to
the subject’s eye. Such an application would regtiie enhancement to be done “on the
fly,” as there would be no way of predicting whia¢ tamera would encounter next.
Similarly, a hardware device might be designednimegéce television programs for the
vision-enhanced—this would also be a real-time iappbn.

Real-time enhancement requires an algorithm ghsimple and fast. In the worst-
case scenario, a slow algorithm would not be ableeep pace with the input signal,
leading to diminished results. Either the outputilddhave to be delayed (a potentially
disastrous solution in the case of the head-mouagbptication), or frames would have to
be dropped. Furthermore, computational complexiggs to hardware devices that are
larger and more expensive, neither of which isrdée.

Fortunately, the algorithm described is simpleal &g implementation in digital
hardware is fairly straightforward. The channelntiselves can be viewed as pairs of
binary matrices, with one matrix representing the™pixels, and one representing the
“off” pixels. The congruence tests is then a siniplearyAND operation. The bulk of the

computation is therefore in the conversions betwesquency and space domains, and in



the application of the filters. Both of these stbhpse straightforward solutions in the
digital realm.

The conversions are done via Fourier transfornhéncase of images with
power-of-two dimensions, this can be done quicklptigh the application of a radix-2
fast-Fourier transform algorithm. Substantial whds been done on computing these
conversions as efficiently as possible in both waré and software, because of their
importance in image processing. The log-cosirterfldescribed earlier are also
straightforward, and were used both because of lygeimetry properties, and their
relevance to the human visual system. Howeverpangpass-type filter will work in the

algorithm.

Offline enhancement
Offline processing is the opposite of real-time @amtement. The original signal is
enhanced prior to its exposure to the subjectwaigp more time and expense to be put
into the actual enhancement. Consider a situatroites to closed captioning for the
hearing impaired, where a television program isaeckd at the station, and the
enhancement lines are broadcast along with théatigignal. As another example, an
enhanced version of a movie might be included feai@re on a DVD, or as an option at
a movie theatre.

The television signal example illustrates oneheftequirements of offline
processing: bandwidth. “Piggyback” signals, sucklased captioning and the network

television ratings system, are limited to a certmndwidth, in order to fit within a



carrier signal. Even fixed media such as diskstapds have limited space, motivating
the need for an enhancement that is easily comgutess

The binary lines generated by the enhancementitigomeet both of these
requirements. The overlay aspect of the procedqeires that only the lines themselves
be carried separate from the original signal, rath@&n broadcasting an entire enhanced
version of the input. The enhancement lines aresepand contain only two color
values, further reducing their bandwidth requiremam additional improvement can be
made by restricting the lines to a single colonyvbeer, this option removes any polarity

information from the enhancement.

Interlacing Considerations

One of the idiosyncrasies of most television digplia that they armterlaced In an
interlaced display, the horizontal scan lines aveldd into two fields: even and odd. The
device writes to only half the scan lines at a finesulting in a refresh rate that appears
to be twice as fast as it actually is.

Unfortunately, interlacing also leads to visuaifacts. First, if a motion is broad
enough, the difference between two fields is exer@mough to cause the object to appear
fuzzy or jagged. Second, because the lines aralfctireated by a ray of light speeding
across the surface of the device, one set of swas iis constantly fading while the other
is drawn. This can lead to a distracting flickereftect.

These artifacts are so slight in regular televiglmat they more or less go

unnoticed by the human eye. When adding digitahanbment lines, however, the



artifacts are sometimes enhanced along with theakighere are several possible
solutions to this problem.

First, the enhancement can be sent to only otedighe display, i.e., to only
one set of scan lines. This results in a spardesrerement, with lines that appear to be
half as thick. However, it is effective in eliminad the interlacing artifacts, and has the
additional bonus that only half the fields neetb¢éoenhanced, reducing the total
bandwidth needed for the signal.

Second, the same enhancement information camibéosleoth sets of scan lines.
This option has the same bandwidth advantage gaévéous one, without the sparse
enhancement lines. In its most basic incarnatiaty, one of the fields is enhanced, and
that enhancement is sent to both the even andimekl IObviously, this reduces the
effectiveness of the enhancement slightly, sineesbtond field is enhanced based on
information obtained from the first. In a slighttyore computationally intensive
procedure, the enhancement lines from each fieidbeaveragedand the result sent to
both fields. As with all systems, there is a traffiebetween simplicity and quality. The

best method, of course, depends on the specifiecappn.

Future Considerations

A new generation of video display is imminent, dindugh advances such as digital
broadband media and high-definition television hgetto make it into the average
American’s home, it is worthwhile to examine howgk advances effect the success of

the feature-based enhancement process.



One of the ramifications of the “digital age” st video is often compressed in
one-way or another. Video that is stored digitallyoroadcast over the Internet suffers
from the same bandwidth limitations that were cdesed in the development of the
enhancement algorithm. These considerations oftgivate the use dbssy
compression, in which an acceptable amount of tyuiglisacrificed in the interest of
space. Lossy compression invariably leads to viaudlcts, no matter how slight. And
these artifacts, like the artifacts generated bgriacing, have the potential to be
amplified by the enhancement process.

For the most part, however, the introduction gfitdl video sources will benefit
this enhancement method—after all, the processsisrgially a digital one. Furthermore,
many of the advances that benefit digital video @ao be applied to enhancement. For
example, many compression algorithms use motiorpemsation to simplify
calculations, by detecting trends in an object’siam This same strategy could perhaps
simplify the feature detection process as wellkealuce the artifacts on an interlaced
display.

In short, the algorithm presented here is digitalbtivated and digital-friendly. It
works well with analog displays contemporary tetesm sets, but can be expected to

work just as well—if not better—with the next geatgon of display devices.



Acknowledgements

The algorithm described in this paper was desidneDr. Eli Peli, and tested in his
laboratory at the Schepens Eye Research Institwmeas supported in part by NIH grants
EY05957 and EY12890, NASA grant NCC-2-1039, andDkeartment of Energy

Center of Excellence in Medical Optics Grant DE-6%91-ER61229.

References

National Center for Health Statistics (1995), “Matl Health Interview Survey -
Disability Supplement”

Peli, E. (1990). “Contrast in complex images.” X.C§pc. Am. [A]7: 2030-2040

Peli, E., L. Arend, et al. (1993) “Contrast sendyi to patch stimuli: Effects of spatial
bandwidth and temporal presentation.” Spatial Vigl-14.

Rodieck, R.W. (1965). “Quantitative Analysis of catinal ganglion response to visual
stimuli.” Vision Res5: 583-601



